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Abstract  

The rapid growth of smart grids and renewable energy systems has augmented the demand for secure, efficient, and low -

power edge -based computing solutions. These systems rely on real - time data exchanges between distributed energy 

resources, substations, and  control units —necessitating cryptographic techniques that maintain data integrity without 

compromising performance or energy efficiency. An optimized hardware -software co -design of the Skein cryptographic 

hash algorithm is presented in this work, specific ally designed for FPGA -based System -on -Chip (SoC) platforms. The system 

achieves quick Threefish operations with minimal power and delay by carefully partitioning the various computing tasks 

between the Processing System (PS) and the Programmable Logic (PL ). A Xilinx Zynq -7000 platform is used for experimental 

evaluation, which shows a throughput of 7168 Mbps, a peak frequency of 140 MHz, and a delay of 10 cycles, all while using 

only 0.533 watts. These findings demonstrate the applicability of the suggeste d method for safe, instantaneous 

communication in smart grid edge devices, including microgrid controllers and smart meters, providing a scalable and 

energy -efficient cryptographic foundation for energy systems of the future.  

Keywords: Smart grids, energy -efficient cryptography, FPGA implementation, hardware -software co -design, secure edge 

computing  

____________________________________________________________________________________________________________________________________

Introduction 

Smart grids, which incorporate advanced 
metering infrastructure, intelligent control 

mechanisms, and renewable energy sources, 
have emerged as a cornerstone of sustainable 
and intelligent energy systems. These grids 

depend heavily on decentralized, edge - based 
processing to monitor, regulate, and optimize 
power distribution across dynamic and 

heterogeneous environments. With the growing 
digitization of energy infrastructure, ensuring 
the security, integrity, and efficiency of data 

communication has become a critical challenge 
[1, 2]. 

Protecting communication between smart 
meters, substations, distributed energy 
resources (DERs), and control centers is vital, as 

any compromise in authenticity or data 
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integrity could lead to widespread malfunctions 
or poor system decisions [2]. Cryptographic 
primitives —especially lightweight hash 

functions —play a key role in authenticating data 
and securing control signals throughout the 
grid. Among these, Skein, origin ally designed for 

ASIC - resistant cryptocurrency hashing [3], 
stands out due to its flexibility, scalability, and 
robust security features, making it well - suited 

for secure edge - level data processing in 
renewable energy and smart grid applications 
[4]. 

To address the challenges of low - latency and 
energy - efficient security in such environments, 

this work proposes a hardware - software co -
design approach for the Skein cryptographic 
hash algorithm. Implemented on an FPGA - based 

Zynq platform, the system partit ions 
computational tasks between the Processing 
System (PS) and the Programmable Logic (PL), 

maximizing throughput while minimizing 
power and delay [5]. The design achieves 7168 
Mbps throughput at 140 MHz, with only 10 

cycles of latency and 0.533 watts of power 
consumption —metrics that make it highly 
suitable for real - time, resource - constrained 

devices like smart meters, energy gateways, and 
microgrid controllers [6].  

Moreover, this co - design architecture opens the 
door to integration with blockchain - based 

energy trading, smart contracts, and quantum -
safe encryption protocols for future - proofing 
smart energy networks [7].  

The structure of this paper is as follows: Related 

research on FPGA - based cryptography solutions 
for energy systems is presented in Section 2. The 
suggested hardware - software co - design 

architecture and its applicability to smart grid 
scenarios are explaine d in Section 3. The 
implementation and performance assessment 

on FPGA platforms are described in depth in 
Section 4. The practical consequences and 
possible future improvements in the framework 

of safe and intelligent renewable energy 
systems are finally c overed in Section 5's 
conclusion.   

Related work 

Given the growing complexity and 
interconnectedness of smart grids and 

renewable energy systems, it is critical to 
incorporate cybersecurity safeguards into these 
systems. Secure and dependable communication 

networks are necessary for the seamless 
operatio n of smart grids, which are made up of 
different DERs including solar panels, wind 

turbines, and energy storage systems. A greater 
emphasis on safeguarding these infrastructures 
against cyberthreats, such as denial - of - service 

attacks, data tampering, and u nauthorized 
access, has resulted from our growing reliance 
on digital technology [8].  

The use of blockchain technology is one of the 
newer approaches for guaranteeing data 
integrity and secure communication in energy 

systems. For handling secure communications in 
distributed networks, blockchain's 
decentralized and unchangeable ledger is 

especially useful. Blockchain - powered smart 
contracts are being utilized more and more in 
smart grids to automate demand response and 

energy trading. They offer a tamperproof, 
transparent, and effective platform for 
decentralized energy transactions. Hash 

fu nctions (like Skein) and other cryptographic 
algorithms play a critical role in protecting the 
data transfers that support blockchain 

applications [9,10].  

The effectiveness of hardware - accelerated 
methods for improving performance in energy -
constrained contexts has been shown in earlier 

research on FPGA - based cryptography 
implementations. For example, the possibility of 
FPGA implementations of the Skein hash  

function to increase the efficiency and 
throughput of blockchain applications in low -
power devices has been investigated. The use of 

Skein on FPGA platforms was initially 
investigated by Long et al. [11] and Tillich et al. 
[12] who concentrated on optimiz ing parallelism 

and minimizing resource consumption for 
cryptographic applications in secure 
communication systems. These investigations 

established the groundwork for FPGA - based 
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security solutions, in which the processing 
power of FPGAs provides the performance 
required for secure, real - time communications 

in energy - constrained applications.  

Compact and energy - efficient Skein variations, 
particularly lightweight implementations for 
limited edge devices, have been the target of 

additional optimizations [13, 14]. Skein's function 
in hybrid cryptography systems and possible 
incorporation into pos t- quantum cryptography 

frameworks have also been examined in recent 
publications [15].  

These endeavors have gained fresh impetus due 
to recent advancements in hardware - software 

co- design. The usefulness of such co - design 
techniques for lightweight encryption in 
Internet of Things applications was shown by 

Singh et al. [16]. By dividing the w orkload 
between the PS and PL in Zynq devices, these 
designs increase throughput while lowering 

power consumption, making them the perfect 
architecture for smart grid edge computing.  

Poojary et al. [17] showed the feasibility of 
lightweight designs in substations and smart 

meters by using CLEFIA for low - power 
cryptography applications using FPGAs. The 
design trade - offs for elliptic curve 

cryptography (ECC) on FPGAs were examined by 
Wan g et al. [18], highlighting the conundrum of 
energy efficiency and performance in 

cryptographic system design.  

There is still a gap in balancing energy economy, 
latency, and throughput for secure 

communications in real - time smart grid 
operations, despite recent advancements. 
Although some research has only looked at 

speed or compactness, few have taken a 
comprehens ive approach to addressing these 
three issues, particularly when utilizing Skein in 

a co - design framework [19, 20].  

In order to close that gap, this study suggests a 
Skein implementation that is scalable, secure, 
and energy - efficient and is suited to the 

requirements of distributed smart grid systems 
and edge - based renewable energy 
infrastructures.  

Proposed method 

This section proposes a comprehensive 
overview of the core architecture of the Skein 

cipher, establishing a basis for comprehension of 
its computational framework. Subsequently, it 
elaborates on the methodology employed for 

executing a hardware - software co - design 
strategy for the Skein cipher, detailing the 
measures undertaken to enhance its 

performance and efficiency.  

Basic Skein cipher 

The chained structure of Lyra2REv2 is illustrated 
in Figure 1. This algorithm leverages a series of 
well - known hash functions, including BLAKE [1], 

Keccak [2], Skein [3], Blue Midnight Wish (BMW) 
[4], and CubeHash [5]. The hashing algorithms 
were initially  created as contenders in the SHA -

3 competition by the National Institute of 
Standards and Technology (NIST). Since then, 
they have undergone extensive study from both 

theoretical and hardware - implementation 
viewpoints. Each of these functions contributes 
unique characteristics, including speed, security, 

and resistance to specific attack vectors, making 
them ideal components in a robust, ASIC -
resistant algorithm like Lyra2REv2.  

The aim of this study is to enhance the efficiency 
of the Lyra2REv2 algorithm through the 

optimization of its fundamental element, the 
Skein algorithm. That is, Skein is part of a suite 
of cryptographic hash functions, engineered to 

provide three unique in ternal state sizes, 
including 256, 512, and 1024 bits. This document 
concentrates on the Skein - 512 variant. Within 
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this algorithm, the UBI serves as a pivotal 
element,   

 

Figure 1: The Lyra2REv2 chained hashing algorithm.  

 processing input data systematically while 
maintaining adaptability and security. UBI 
enables Skein to function effectively across 

various input sizes, including the hashing of 
messages with variable lengths. Additionally, it 
provides a structured and pre cise method for 

integrating the core compression function, 
Threefish, into Skein’s hash function 
framework. Furthermore, by incorporating a 

tweak value with the data, UBI bolsters 
resistance against specific cryptanalytic threats, 

such as length - extension attacks.  The UBI mode 
processes data blocks by utilizing a parameter 
known as the tweak value, which customizes the 

function for various applications such as 
message segments and configuration strings. It 
also incorporates a chaining value that acts as 

th e ongoing hash state. The output generated by 
UBI is a new chaining value, which is either 
forwarded to subsequent stages or utilized as 

the final hash output.   

UBI comprises three primary components: the 

Threefish Compression Function, the Tweak 
Value (T), and Padding. It employs Threefish as a 
tweakable block cipher to handle input data. The 

tweak value guarantees that each block is 
processed distinctly, based o n its position or 
function within the overall hashing procedure.  

 

 

 

 

Table 1: Definition of various variables of the Threefish block with their ranges.  

Name Description 

𝑵𝒘  The quantity of words inside each message or key block. 

𝑵𝒓  Iterations index within the cipher block. 

I  The column index ranging from 0 to (Nw-1). 

J The row index ranging from 0 to (Nr-1). 

d The present phase ranging from 0 to (Np-1). 

𝒌𝟎, ..., 

𝒌𝑵𝒘− 𝟏 

A key input consisting of 64-bit words. 

𝒕𝟎, ..., 𝒕𝟏 A 64-bit input consisting of tweak data. 

𝒑𝟎, ..., 

𝒑𝑵𝒘− 𝟏 

 A 64-bit unencrypted input. 

𝒖{𝒅,𝒊} The state represented by the i-th word after completing d rounds of algorithm. 

s  Subkey numeral. 

𝒑𝒊  A 64-bit input including plaintext or message. 

𝒄𝒊  A 64-bit code as output.  
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This value encodes metadata, including the type 
of data being processed (e.g., message, 
configuration) and the block's position in the 

sequence. UBI ensures appropriate padding to 
accommodate variable - length input. For each 
input data block, the tweak valu e is calculated or 

updated, after which the Threefish cipher 
processes the block in conjunction with the 
tweak value and the current chaining value. The 

resulting output becomes the new chaining 
value. This iterative process persists until all 
input data i s processed, with the final chaining  

value representing the Skein hash. Threefish has 
the capability to operate internally using 64 - bit 
words. Because of this characteristic of 

Threefish, to make it operate correctly, all of the 
inputs of the Threefish block are supposed to be 
divided into di fferent 64 - bit words. Different 

structures of the Skein algorithm are related to 
the corresponding Threefish structure (as an 
example, Threefish - 256 is used in Skein - 256, 

with the number of input bits equal to 32). The 
Threefish’s output denoted by “C” is also a value 
with a byte value. Table 1 gives all the variables 

descriptions that could be defined for Threefish 
from different inputs.  

  

Figure 2. Generating the initial two subkeys for Skein -
256, utilizing NW = 4.  

The Threefish block cipher functions through 
the implementation of three fundamental 

computations: MIX, permutation, and adding 

subkeys. Each iteration of the Threefish 
algorithm is composed of Nw/2 of MIX 
operations followed by a single permutation. 

The Skein - 256 and Skein - 512 cryptographic 
algorithms incorporate 72 rounds, whereas the 
Skein - 1024 algorithm comprises 80 rounds. 

Figure 2 illustrates a portion consisting of four 
rounds out of the com plete 72 rounds of the 
Threefish - 512 block cipher.  

In the Treefish encryption algorithm, a subkey is 
incorporated into the round block prior to the 

initial MIX and permute operation, as well as 
following every fourth consecutive MIX and 
permute computation. To generate the subkeys, 

the output of the preced ing Threefish block 
(serving as the key), along with the tweak and 
the subkey number, are utilized. The expansion 

of both the key (K) and tweak (T) is accomplished 
via a constant word [14]. Then, utilizing the 
extended key and making adjustments, each 

subk ey sks,i  is generated according to a set of 
equations [14]. Figure 2 explores the creation of 
the initial pair of subkeys for Skein - 256 with 

Nw=4. 

The architecture of the MIX function and the 
permutation process within each Threefish 
round are illustrated in Figure 3. Each round 

consists of multiple MIX function modules and a 
permutation sequence. The MIX operation 
includes a 64 - bit addition module, a logical 

rotation module, and also an XOR computer. In 
this module, given two input words (in 0, in 1), the 
outputs (op 0, op 1) are derived according to 

equation (1).  Figure 3 and Table 2 summarize the 
function structure and rotation values, 
respectively.  

 

Figure 3. Structure of the MIX operation block.  



 

 

 

Journal of Power Technologies 105 (3) (202 5) 275  --  285           

275 | 285  

𝑜𝑝0 = (𝑖𝑛0 + 𝑖𝑛1)% 264        (1) 

 𝑜𝑝1 = 𝑖𝑛1 ≪ 𝑅(𝑑%8,𝑗) ⊕ 𝑖𝑛0  (2) 

Two parameters influence the rotation values 
used in the MIX function: the round value mod 8, 

referred to as (d mod 8)  in Equation (3), and the 
word index, denoted by j. From the figure 
illustrating the structure of the MIX function 

and the related equations that describe its 
performance, it is evident that each MIX block 
processes two words. Therefore, the number of 

MIX b locks required for each Skein variant is 
Nw/2. The value of Nw varies for different Skein 
types. The values for Skein - 256, Skein - 512, and  

Skein - 1024 are 4, 8, and 16, respectively. 
Consequently, the total required MIX blocks are 
2, 4, and 8 for these respective Skein types.  The 

64 - bit outputs produced by the MIX operation in 
each round undergo permutation prior to being 
processed in the fo llowing round. In hardware 

architectures, these permutations are 
accomplished by adjusting the wiring of the 
outputs from the current round to align with the 

corresponding inputs of the next round. In the 
Threefish structure, a key scheduling block is 
task ed with subkey generation, utilizing an 

extended version of the key and tweak. This 
extension incorporates an extra parity word, 
determined by calculating the XOR of all the 

other words. Each subkey is made up of three 
primary components: a counter value, 
keywords, and tweak words. A subkey is created 

by combining all but one of the extended 
keywords, two of the three extended words of 
tweak, and the number of subkey, as shown  in 

Figure 4. Successive subkeys involve a one - word 
position rotation of both the extended key and 
tweak. The key scheduling process is optimized 

for efficiency, requiring minimal CPU cycles and 
thus minimizing the overhead linked to the use 
of new keys. This efficiency is vital for 

employing the Threefish block cipher in hash 
function generation.   

 

Figure 4. Key scheduling block structure in the 
Threefish module.  

A UBI is formed by linking several Threefish 
block ciphers, allowing it to compress inputs of 

any length into a fixed - size output. It produces a 
single output of size Nb bytes. The number of 
Threefish block ciphers used in a UBI depends on 

the input messag e size.  
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Figure 5. The structure of the proposed Skein core.  
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Table 2. Different values of MIX rotation based on different Nw values.  

 Nw 4 8 16 

d↓ j→ 0 1 0 1 2 3 0 1 2 3 4 5 6 7 

0  14 16 46 36 19 37 24 13 8 47 8 17 22 37 

1  52 57 33 27 14 42 38 19 10 55 49 18 23 52 

2  23 40 17 49 36 39 33 4 51 13 34 41 59 17 

3  5 37 44 9 54 56 5 20 48 41 47 28 16 25 

4  25 33 39 30 34 24 41 9 37 31 12 47 44 30 

5  46 12 13 50 10 17 16 34 56 51 4 53 42 41 

6  58 22 25 29 39 43 31 44 47 46 19 42 44 25 

7  32 32 8 35 56 22 9 48 35 52 23 31 37 20 

Hardware-software co-design of Skein 

The research aims to develop an optimized 
System - on- Chip (SoC) implementation of the 

Skein - 512 algorithm, focusing on maximizing 
hashing throughput while minimizing resource 
usage. The design emphasizes effective 

hardware/software partitioning and 
incorpor ates a Finite State Machine (FSM) 
control block to oversee system operations. By 

enhancing key schedule efficiency and 
minimizing CPU cycle usage, the approach 
reduces computational overhead, thereby 

improving performance in hash - based 
applications. This i s particularly crucial for 
environments such as the Internet of Things 

(IoT), edge computing, and high - throughput 
computer networks, facilitating secure, energy -
efficient, and real - time data processing. The 

methodology ensures robust security and high 
perf ormance to meet contemporary 
cryptographic requirements.  

 The block diagram in Figure 5 demonstrates an 

effective partitioning strategy between 
hardware and software for the proposed Skein 
core architecture. This cutting - edge approach 

utilizes a hardware - software co - design strategy 
to enhance throughput and redu ce power 
consumption. It achieves this by distributing the 

Skein hashing algorithm between the 
Programmable Logic (PL) and Processing System 
(PS) on the Zynq platform. This methodology 

capitalizes on the distinct advantages of each 

component: the PS adeptl y generates subkeys 

and random test data via its CPU, while the PL 
expedites the core hashing operations through 
an 8 - round unrolled - pipeline architecture.  

 

Figure 6. A block of deep pipeline MIX architecture.  

The proposed approach is motivated by two key 

factors. Firstly, offloading subkey generation 
and padding to the PS alleviates bottlenecks in 
the PL, allowing the hashing engine to reach its 

peak throughput. Secondly, the CPUs within the 
PS are typically mo re energy - efficient for 
executing sequential tasks like subkey 

generation compared to implementing these 
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functions within the PL logic. Additionally, the 
code is meticulously optimized for the ARM 
processor integrated into the Zynq platform to 

reduce latency and improve real - time 
performance. Optimization techniques, 
including loop unrolling, efficient data 

management, and minimizing memory access 
bottlenecks, are employed to ensure the module 
functions smoothly with minimal overhead.  

PS design 

The padding phase in Skein is an essential 
preprocessing step that ensures input data 

alignment with the required block size, 
upgrading interoperability with the block 
cipher of Threefish. Skein, a cryptographic hash 

function, handles data in fixed - size bl ocks, 
requiring padding when the input length doesn't 
align with the block size. The padding method 

adds a "1" bit followed by enough "0" bits to make 
the final message length equal to the block size. 
For example, when utilizing a block size of 1024 

bits w ith an input of 900 bits, a single "1" bit is 
appended, followed by 123 "0" bits. This process 
is executed in C code, enhancing padding 

calculation to reduce conditional branches and 
storing the padded message in a pre - allocated 
buffer to avoid reallocatio n overhead.  

The subkey generation phase in Skein, vital to its 
implementation, is executed by PS. The process 
derives subkeys for the Threefish block cipher, 

which serves as the core of Skein. It is crucial 
that subkey generation achieves a balance 
between efficiency and cryptographic strength 

to meet Skein's security and performance goals. 
This involves deriving multiple subkeys from 
the main key and tweak values. Additionally, PS 

performs the task of generating random data to 
evaluate the algorithm.  

Idle

INIT

CoreStart=1

CoreStart=0

ubiStart=   

TREE

allMsgsDone=0

LAST_TF

allMsgsDone=1

DONE

ubiDone=1

 

Figure 7. FSM of Skein controller.  

A specialized subkey generator was developed 

to facilitate both sequential and pipelined 

implementations of Threefish. The unrolled 

version of Threefish necessitates two separate 

subkey generators. The pipelined Threefish 

compression function is designed w ith ten 

pipeline registers, enabling the simultaneous 

processing of up to ten inputs. In its deeply 

pipelined core configuration, it can handle up to 

twenty inputs concurrently. The subkey 

generator must retain the extended key and 

tweak for all ten messag es, or for twenty 

messages when operating in a deep - pipelined 

configuration.  

In the proposed design, two FIFOs handle the 

input messages by holding the message blocks, 

ensuring they are prepared for XOR operations 

with the output at the conclusion of a Threefish 

process. The resulting hash is stored in a FIFO 

and serves as the chai ning value for the 

subsequent Threefish iteration. Furthermore, 

two BRAMs are used to store the subkey values 

generated by PS.  



 

 

 

Journal of Power Technologies 105 (3) (202 5) 279  --  285           

279  | 285  

PL design 

The PL component of the core is linked to the 

Threefish module, which utilizes a standard 
unrolled architecture. The Threefish hardware 
design incorporates strategically positioned 

pipeline registers along the critical path, placed 
between each round of th e architecture and 
following each subkey addition block. This setup 

creates a ten - stage pipelined design. 
Implementing pipelining in the Threefish core 
allows for concurrent hashing of multiple 

messages, but it increases latency, reducing 
performance for s ingle message hashing. The 
exploited pipeline, as depicted in Figure 6, uses 

registers only after each subkey addition, 
limiting 64 - bit additions to one per clock cycle.  
This pipeline for the Threefish - 512, uses 20 

pipeline registers. This results in impr oved 
speed compared to the pipeline structure in [9]. 
The iterative model has a critical path consisting 

of two 64 - bit adders and achieves a maximum 
clock frequency of 176 MHz. In contrast, the 
unrolled model operates at 69 MHz. By 

shortening the critical path to a single 64 - bit 
adder, the clock frequency could be boosted by 4 
to 5 times. Introducing pipeline stages increases 

latency, resulting in 91 cycles to hash the 
complete 72 rounds of Threefish - 512 for the 
first message.  

Control 

A Finite State Machine (FSM) control unit is 

employed to manage different operational 
states effectively. The FSM utilized in this 
research for algorithmic state management is 

illustrated in Figure 7. Initially, the FSM 
commences at the IDLE state. The tra nsition 
from the IDLE state is dictated by the coreStart 

signal's value. A high - level coreStart signal 
indicates that the padded messages are ready to 
be retrieved from memory by the Skein 

algorithm, initiating a transition to the INIT 
state. In the initia lization state, the system 
retrieves the block count and the original byte 

count for each message from memory.  

The subsequent transition, termed Tree, is 
contingent upon the UbiStart value, during 

which the hashing process for each message is 
conducted. Once all messages have been hashed, 
the FSM progresses to the final state, LAST TF. 

The final iteration concerning the tree structure 
involves the root node message, as previously 
elaborated. Once th e final iteration in the LAST 

TF state is concluded, the FSM reverts to the 
IDLE state.  

Integration 

Integration of software and hardware 
components is carried out using Xilinx Vivado, a 
tool that facilitates smooth interaction between 

PS and PL parts of the Zynq device. The design 
process includes defining AXI interfaces to 
manage data and subkey transfe rs between the 

software operating on the PS and the hardware 
modules implemented on the PL. The AXI 
protocol guarantees high - bandwidth 

communication, facilitating synchronized and 
efficient operations within the heterogeneous 
computing architecture. Additi onally, custom 

drivers are developed to bridge communication 
gaps, ensuring both compatibility and optimal 
performance.  

 To enhance the integration of padding and 
subkey generation with hardware, the padded 
message is seamlessly directed to the Skein 

compression function within the hardware 
pipeline. This method ensures alignment with 
the hardware's input buffer size and bl ock 

structure, promoting efficient and continuous 
processing. Subkeys are adeptly transferred 
from PS to the PL via AXI interfaces, offering a 

high - speed, low - latency communication 
channel. This enables the Threefish block cipher 
in the PL to access subkey s effectively during 

encryption or hashing operations.  

Testing and validation 

The verification process commences with the 

simulation of the hardware design to ensure its 
precision and timing, employing Xilinx 
simulation tools. This phase guarantees 

adherence to the defined functional and 
performance standards. Following this, co -
sim ulation is executed to assess the interaction 

between the software module on the PS and the 
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hardware accelerator in the PL, thus validating 
the integrated system in a controlled 
environment. Finally, the design is implemented 

on the ZC706 evaluation board for validation 
under real - world conditions. Real - time testing 

with actual workloads is performed to confirm 
that the system meets the required 
performance metrics and operates reliably in 

practical applications.  

Table  3 . The specification of the proposed Skein algorithm.  

En. -
Eff.  
(n𝐉/

𝐇𝐚𝐬𝐡) 

Hash rate  
(MHash/s)  

Latency  
Clk  

(MHz)  

Power consumption(W)  

Specifications  
Total  Static  Dynamic  

38.1 14 10 140 0.533  0.204  0.329  
Proposed PS/PL Skein 

design  

Implementation and evaluation  

Experimental setup 

The experiments were conducted on a ZC706 
evaluation board equipped with the Xilinx Zynq -

7000 XC7Z045 device. The Zynq SoC provides an 
optimal platform for integrating both the 
Processing System (PS) and Programmable Logic 

(PL) components, enabling efficie nt hardware -
software co - design. The evaluation system 
included the necessary peripherals for 

communication between the PS and PL, and the 
FPGA design was implemented using Vivado 
HLS for high - level synthesis and Vivado Design 

Suite for hardware configurati on. The software 
running on the ARM processor was 
implemented in C/C++, with communication 

between the software and hardware handled via 
AXI interfaces for high - bandwidth data 
transfer.  

The experiments were executed on a host 

computer equipped with a 64 - bit Intel Core i7 
2.8 GHz 430M processor and 4 GB of RAM, 
operating on Windows 10. The testbenches were 

meticulously crafted to replicate the 
architectural design of the hardware, utilizin g 
typical test vectors for simulations and 

hardware evaluations. The simulation and 
implementation tools comprised Python, 
MATLAB, Vivado HLS, the Xilinx Vivado design 

suite, and its Software Development Kit (SDK).  

Initial algorithm simulations were conducted 
using MATLAB and Python to ensure accuracy. 

Upon validation, high - level coding was 
performed in Vivado HLS, facilitating the 
transformation of C/C++ code into hardware 

description languages such as Verilog or VHDL. 
This step was pivotal for implementing the 
FPGA’s internal processing, culminating in  a 

synthesizable IP core ready for integration into 
the final design. The Xilinx Vivado Design Suite 
2017.4 was employed to architect the system 

and produce the requis ite bitstream for 
algorithm implementation. This platform 
efficiently manages the two primary 

components of the target chip: associated with 
the FPGA, and the PS section, which 
encompasses the embedded ARM processor.  

To configure the PL section, essential IP cores 

are integrated into a design block, configured, 
and interconnected. Subsequently, the PS 
section is symbolically incorporated, with 

communication signals linked to the PL, along 
with connections to components  such as DDR3 
SDRAM and output pins. Upon completing these 

configurations, an HDL folder is generated to 
document the design’s settings and connections. 
Finally, hardware synthesis is performed, 

resulting in a bitstream file that serves as the 
chip's confi guration, implementing the design 
on the hardware upon deployment.  

The research utilized Xilinx SDK 2017.4 to 

implement the proposed algorithm on the ARM 
platform integrated within the ZYNQ chip. 
Initially, the software imports hardware data 

from Vivado to establish a board support 
package (BSP), encompassing critical chi p details 
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such as hardware addresses, AXI port 
communication, DDR3 SDRAM specifications, PL 
block configurations, and access methodologies. 

Following the BSP generation, the SDK offers a 
programming environment for algorithm 
implementation and execution on the ARM 

platform. Furthermore, the software is 
equipped with debugging and troubleshooting 
tools, facilitating the transfer of both the 

bitstream and application program to the chip 
while enabling execution monitoring  

 

Figure 8 . Total number of slices in different designs.  

 

Figure 9. The latency in different FPGA designs of 
Skein.  

Performance evaluation 

The implementation of the Skein - 512 algorithm 

on the ZC706 evaluation board, featuring the 

Xilinx Zynq - 7000 XC7Z045 device, incorporates 

a sophisticated design. The PL section is 

equipped with 218,600 LUTs, 437,200 registers, 

1,090 BRAMs, and 900 DSP48E bl ocks. To align 

with the I/O specifications of the XC7Z045 

device, serial - to - parallel, and parallel - to - serial 

blocks were strategically integrated at the input 

and output of the main Skein - 512 block.  

The design, as specified in Table 3, achieves a 

peak clock frequency of 140 MHz, enabled by a 

constraint file that specifies the clock frequency 

for implementation. The 8 - stage unrolled 

pipeline structure operates efficiently over 10 

cycles, consuming 0.53 3 watts of power and 

achieving a hash rate of 14 MHash/s. Resource 

utilization is comprehensively detailed: the 

control block and data path block together 

utilize 23 LUTs and 1,226 FF pairs. Specifically, 

the control block employs 110 LUTs and 31 FFs, 

whil e the data path block requires 4,038 LUTs 

and 2,974 FFs, indicative of its extensive register 

requirements to maintain the Skein state across 

multiple cycles.  

In block simulation, input data is file - based, and 

the algorithm produces hashed output. Control 

signals manage circuit operations and FIFOs. 

Simulations, both behavioral and post - place -

and - route, ensure precise analysis, with the 

latter providing accurate  real - world 

performance insights by considering routing 

and propagation delays. Recent 

implementations of Skein on FPGA, encompass 

single rolled, 4 - unrolled, and 8 - unrolled 

designs, were executed on Virtex - 5 FPGA 

devices. In evaluating their performance, k ey 

metrics such as the total number of slices, 

latency, clock frequency, and throughput are 

compared with the proposed design.  
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Figure 10. Clock Frequency of different FPGA designs 
of Skein . 

 

Figure 11. Throughput of different FPGA designs of 
Skein . 

The analysis indicates that Figure 8 offers a 

comparative evaluation of the total slice count 

in the proposed design relative to five other 

competitors. The proposed design exhibits 

improved efficiency by employing fewer slices, 

due to the integration of subkey generation 

within the PS of Zynq SoC.  

The proposed method, while extending the 

critical path, significantly reduces latency to 

merely 10 clock cycles, as illustrated in Figure 9, 

outperforming the rolled structure. 

Furthermore, the figure indicates that a 

comparative analysis across various FP GA 

devices shows that both the 8 - round unrolled 

architecture and its optimized variant in the 

proposed design exhibit outstanding efficiency 

for sequential hashing on FPGAs.  

As illustrated by Figure 10, the proposed design 

achieves a maximum clock frequency of 140MHz 

which is nearly double that of [26], and also 

higher than all others. This achievement lets us 

get higher throughput as compared to any 

competitor.  

 The design's throughput can be determined 

using equation (2) as shown below:  

TP=  
(𝑁𝑂𝐵𝑠∗𝑐𝑙𝑜𝑐𝑘𝑓𝑟𝑒𝑞)

𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑐𝑦𝑐𝑙𝑒𝑠
   

 (3) 

The number of input bits to the Skein cipher 

module denoted as NOB, is a critical parameter. 

Recent advancements in hardware designs of 

the Skein cipher, as illustrated in Figure 11, have 

been implemented on Virtex - 5 FPGA devices. 

These designs, which incl ude rolled, 4 - unrolled, 

and 8 - unrolled configurations, exhibit lower 

throughput compared to the newly proposed 

design. Furthermore, when evaluating the 

performance of our design against those 

utilizing an 8 - round unrolled data path model, 

our proposed desi gn demonstrates superior 

performance.  

Conclusion 

A novel hardware - software co - design method 

for implementing the Skein algorithm was 
presented. As a key element of the Lyra2REv2 
ASIC - resistant hashing function, it is tailored 

for FPGA platforms. The proposed architecture 
strategically partitions tasks be tween the PL 
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and PS, leveraging their complementary 
strengths. Intensive computational tasks, such 
as the Threefish block cipher operations, are 

executed on the PL, while sequential tasks like 
subkey generation and input padding are 
managed by the PS. The integrated sy stem 

operates at a clock frequency of 140 MHz, 
achieves a throughput of 7168 Mbps, and 
exhibits a latency of only 10 cycles. This 

performance signifies a substantial 
improvement over existing solutions.  

The findings underscore the efficacy of the 
proposed co - design methodology in meeting the 

computational requirements and resource 
limitations of contemporary cryptographic 
systems, with a specific focus on blockchain 

mining applications. Compared to tradit ional 
FPGA implementations, the proposed design not 
only improves throughput and reduces latency 

but also enhances scalability, enabling its 
application in various high - performance and 
resource - constrained environments such as IoT 

and edge computing.  

Moreover, the proposed architecture 
demonstrates the viability of utilizing deep -
pipelined designs and unrolled structures to 

optimize the performance of complex 
cryptographic algorithms like Skein. By 
addressing critical bottlenecks such as subkey 

generation and memory access inefficiencies, 
the study provides a scalable framework that 
balances energy efficiency, performance, an d 

resource utilization. These advancements are 
especially relevant for blockchain systems, 
where the computational intensity of ha shing 

algorithms often leads to increased energy 
consumption and hardware costs.  

 Potential strategies for advancing this research 
encompass optimizing power consumption to 

enhance sustainability in extensive 
deployments, exploring adaptive FPGA 
architectures to accommodate dynamic 

workload requirements, and integrating 
quantum - safe en cryption techniques to 
safeguard against emerging cryptographic 

threats. Additionally, the assessment of 
sophisticated co - design tools like Xilinx 
SDAccel for automated hardware - software 

partitioning, coupled with extending this 
methodology to hybrid archi tectures that 
combine FPGA and ARM processors, could yield 

further performance improvements.  
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